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Abstract – A recent 3-XORSAT challenge required to minimize a very complex and rough energy
function, typical of glassy models with a random first-order transition and a golf-course–like
energy landscape. We present the ideas beyond the quasi-greedy algorithm and its very efficient
implementation on GPUs that are allowing us to rank first in such a competition. We suggest a
better protocol to compare algorithmic performances and we also provide analytical predictions
about the exponential growth of the times to find the solution in terms of free-energy barriers.

focus  article Copyright c© 2021 EPLA

Introduction. – In October 2019, we were invited
to join a computing challenge on 3-XORSAT problems
launched by some colleagues at the University of Southern
California [1]. The idea behind the challenge was to com-
pare actual performance of the best available computing
platforms, including quantum computers, in solving a par-
ticularly hard optimization problem. Quantum computing
is becoming practical these days, and many different com-
puting devices based on quantum technologies are becom-
ing available (D-Wave, Google and IBM just to cite the
most known). So it is a natural question to ask, whether
any of these quantum devices available today can do better
than classical (i.e., non-quantum) computing machines.

We decided to join this 3-XORSAT challenge with a pro-
posal combining new algorithmic ideas and a highly opti-
mized GPU implementation. We are not going to discuss
in detail the results of the 3-XORSAT challenge, that will

(a)Contribution to the Focus Issue Progress on Statistical Physics
and Complexity edited by Roberta Citro, Giorgio Kaniadakis,
Claudio Guarcello, Antonio Maria Scarfone and Davide Valenti.

appear elsewhere [1]. We just remark that the perfor-
mances of our algorithm running on commercial Nvidia
GPUs are at least 2 orders of magnitude better than those
of the other devices that entered the 3-XORSAT challenge:
D-Wave quantum annealing processor [2], Memcomputing
machine [3], Fujitsu digital annealer [4] and Toshibas sim-
ulated bifurcation machine [5].

This is clearly not the end of the story, as quantum
technologies are evolving very fast and presumably will
become competitive soon (eventually getting what is called
a quantum advantage). Nonetheless, we believe it is very
important to clarify what is today the state of art in the
“classical vs. quantum computation challenge”.

In the present paper we report the ideas and the techni-
cal details that make our solving algorithm rank first as a
solver of the hard optimization problems presented at the
3-XORSAT challenge.

The paper is organized as follows. First we recap
the known physical properties of these hard optimization
problems (especially their energy landscape). Then we
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describe the algorithm we decided to use with a particular
emphasis on the use of large number of clones and how
this can be implemented efficiently for classical comput-
ers. We also provide a description of the technical choices
that made our GPU implementation extremely efficient,
even if the problem, being defined on a random graph
topology, would in principle not be ideal for a platform
like GPU. Finally, we discuss the numerical results about
the time-to-solution (TTS), proposing an improved way of
measuring the largest percentiles of TTS. We finish with
a few concluding remarks.

The model and its energy landscape. – The op-
timization problem that has been presented to the con-
tenders at the 3-XORSAT challenge is the search for the
ground state of a model based on Ising variables. The
model is well known in statistical physics under the name
of diluted 3-spin ferromagnetic model [6]. In the computer
science literature, it corresponds to a constraint satisfac-
tion problem known under the name of 3-XORSAT [7]. In
this paper, we use the statistical physics formulation of the
model, but switching to its computer science formulation
requires just a change of variables.

The model is defined by the Hamiltonian

H [σ] ≡ −
∑

(i,j,k)∈E

sisjsk, (1)

where si = ±1 are N Ising spins. The sum over the set E
of triplets (i, j, k) is what defines the interaction topology.
The instances provided in the 3-XORSAT challenge were
generated on a random regular graph of fixed degree 3. In
other words, the set E is made of N triplets randomly cho-
sen under the constraints that in each triplet the 3 indices
are different and each index appears exactly in 3 triplets.
From the definition of the Hamiltonian H [s] in eq. (1), it is
clear that the ground state is the configuration s∗ with all
s∗

i = 1. However our algorithm, publicly available at [8],
searches for the ground states without computing the mag-
netization and having access only to the energy, so there is
no need to “hide” the solution by a gauge transformation.
The organizers of the competition are expected to check
that the same is true for all the others contenders.

One may argue that such a model should be easy to opti-
mize, because all interactions are ferromagnetic. However
it is well known that such a model shows the same glassy
physics of a disordered model [6,9] because the 3-spin in-
teraction can be satisfied in many ways and this generates
frustration in the system during the optimization1.

1The careful reader may have noticed that the problem of satisfy-
ing all interactions in H[s], i.e., sjsjsk = 1, is equivalent to the prob-
lem of solving linear equations modulo 2, (xi +xj +xk)(mod 2) = 0
where si = (−1)xi . This problem can be solved in polynomial time,
e.g., by Gaussian elimination. However, as discussed in previous
publications [10], the problem can be slightly modified preserving
the same physical behavior, and making the polynomial algorithm
no longer useful. The competition was restricted to algorithms which
are robust with respect to such a change: using Gaussian elimina-
tion, or algorithms derived from it, was forbidden.

Actually, in the 3-XORSAT challenge, an equivalent
formulation has been used, where variables are twice in
number (one η variable is added per each constraint) and
variables interact only pairwise [11]. This has been done to
allow devices implementing only pairwise interactions to
enter the competition. The resulting Hamiltonian H2[s, η]
is such that

∑
η H2[s, η] = H [s]. We have performed such

a marginalization on the instances provided, so our algo-
rithm minimizes the cost function H [s] given in eq. (1).

The 3-spin on 3-regular random graph (3S3R) model
offers a paradigmatic example of a golf course energy
landscape. The thermodynamics of the model has been ex-
actly solved [12–14] and its dynamics has been accurately
studied numerically [14,15]. The picture that comes out
from these studies is exactly the one that goes under the
name of “random first-order transition” in the physics of
glasses [16–19]. There exists an exponential (in N) num-
ber of metastable states that dominate the Gibbs measure
below the dynamical critical temperature Td � 0.51, such
that for T < Td ergodicity is broken and the timescale to
reach equilibrium diverges with the system size N . The
divergence of such a timescale depends on the dynamical
algorithm, but for local algorithms, we expect it to be re-
lated to the height of some free-energy barrier. We discuss
this issue in more detail below. For the moment we limit
ourselves to observing that the 3S3R model is mean field
in nature and thus free-energy barriers grow linearly with
N , implying that the timescales to thermalize and reach
the ground state grow exponentially as exp(aN).

When a local algorithm is run for a time much shorter
than exp(aN), the simulation typically gets stuck at a
strictly positive threshold energy eth, where the expo-
nential number of metastable states prevents the relax-
ation dynamics from going deeper in the energy landscape.
The value of eth is not exactly known, but some close
bounds are available. Certainly, eth is below the maxi-
mum energy value where metastable states can be found
emax = −0.958659, but we expect it to be also not above
the energy value where most of the metastable states are
marginal emarg = −0.963594 [13]. Indeed, marginally sta-
ble states correspond to energy minima whose Hessian
spectrum has a non-negative support with a lower band
edge in zero: that is, they are minima with at least one
flat direction. Analytic solutions to the out-of-equilibrium
Langevin dynamics [20] predicts that these are the states
reached during the relaxation and recent studies [21] found
that the out-of-equilibrium dynamics may relax to differ-
ent energies, but none above emarg.

The picture to keep in mind is the one of an energy
landscape that at the energy level eth is made of a huge
number of marginally stable minima on top of which any
local dynamics gets stuck in the search for the few deep
wells bringing to lower energies. As discussed at length
in ref. [22], the main algorithmic barrier is entropic in na-
ture, that is the relaxation dynamics is not able to proceed
further towards the ground state not because of the need
of jumping over energetic barriers, but because the search
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needs to find a golf course hole while wandering at the
threshold energy.

The quasi-greedy algorithm. – In order to find a
set of spins minimizing H [s], one could be tempted to use
a greedy algorithm, that is an algorithm accepting only
moves decreasing the energy (being interested in fast and
local algorithms, we only consider single spin flip moves).
Unfortunately greedy algorithms get stuck at much higher
energies than eth, where local minima in H [s] appear [22].

Usually, to overcome this problem, one switches on a
temperature T and exploits thermal fluctuations to es-
cape from local minima (this is how Simulated Annealing
works [23]). However, the 3S3R model does not have a
thermodynamic phase transition and for any T > 0 it
is in a paramagnetic phase. This means that in thermal
equilibrium, the dynamics will unlikely reach the ferro-
magnetic ground state in s∗. Even if, by chance, s∗ is
reached, the dynamics will soon leave that configuration
to thermalize again in the paramagnetic state.

In ref. [22], a new class of heuristic algorithms has been
introduced with the aim of proving that entropic barri-
ers are the main source of computational complexity in
the optimization of the 3S3R model. These quasi-greedy
(QG) algorithms perform with high probability, when this
is possible, a step decreasing the energy, but when they
reach a local minimum they keep flipping a spin that enters
in at least one violated interaction. These algorithms have
several advantages: i) they converge fast to the interesting
low-energy part of the configurational space; ii) they keep
the system evolving even in the presence of many local
minima, but without increasing too much the energy (that
would make the search ineffective since it would be run in
an uninteresting region); iii) once the ground state s∗ is
found, the algorithm stops and thus does not escape from
the solution of the problem (without the need of checking
it after every single spin flip).

Calling wk the probability of flipping a spin entering k
unsatisfied interactions, in ref. [22] the QG algorithm with
w0 = 0 and w2 = w3 = 1 was studied numerically. The
probability of finding the solution s∗ was found to reach a
maximum close to w1 = 0.05, with a median TTS growing
approximately as exp(0.0835N). Starting on these very
promising results, we have built here a very optimized
version of the QG algorithm.

The QG algorithm can also be viewed as an imperfect
Metropolis algorithm not satisfying detailed balance, since
by setting w0 = w3

1 we would have an algorithm satisfying
detailed balance for the 3S3R model. Setting w0 = 0
breaks detailed balance, but brings two advantages: large
energy jumps are forbidden (they are not strictly required
in a search limited for entropic reasons), and once the
ground state s∗ is found, the algorithm stops.

The latter property is extremely useful because any effi-
cient implementation of the QG algorithm must perform a
large number of steps before checking for the energy (that
takes a time comparable to the one needed for a sweep of

the QG algorithm). The condition w0 = 0 ensures that
a ground state found during the dynamical evolution will
not be lost between two successive measurements.

The search by rare events requires many clones.
– As discussed in [22], the search for the ground state
is slowed down by entropic barriers, i.e., the search for
the right well bringing from the eth manifold to the
ground state configuration s∗ is like “finding a needle in a
haystack”. For this reason, instead of having a single copy
of the system evolving for a very long time, it turns out
to be more appropriate to follow a large number of copies
of the system (evolving independently) for a shorter time,
starting each one from a different random initial condition:
we call these clones.

The rationale behind this choice is that the evolution on
the marginal manifold at eth is not fast enough to allow
a single clone to visit the entire manifold in a reasonable
time. So if the clone starts from an unfavourable initial
condition, his search is bound to fail even if it keeps evolv-
ing for a very long time.

We are facing a typical phenomenon ruled by rare
events: in the large N limit, for a typical initial condi-
tion, the QG algorithm gets stuck at eth and fails to find
s∗, but there are rare initial conditions that allow the QG
algorithm to find the solution s∗ in a short time. The
probability of such rare initial conditions (that roughly co-
incide with the basin of attraction of s∗) is exponentially
small in N , as in any large deviation process.

One has to make a choice between the following two ex-
treme strategies: running a single clone for a time scaling
exponentially in N or running a number of clones scaling
exponentially with N for a finite time. In principle, one
should optimize over all choices in between these extremes,
at a fixed total amount of computing time.

Our choice has been to run the largest possible number
of clones. This turns out to be the best choice for sev-
eral reasons. It reduces fluctuations and, if the number of
clones is large enough, we can derive analytic predictions
for setting the running time to an optimal value (see be-
low). Moreover, it is very unlikely for a single clone (or
few clones) to find the solution, while when running a huge
number of clones some of them can find the solution, thus
allowing us to estimate the mean TTS. Finally, running a
large number of clones is highly beneficial from the cod-
ing point of view, since the clones can evolve in parallel,
leading to a drastic reduction in running times.

Basic information about the GPU implementa-
tion. – We implemented the algorithm described above in
a CUDA code that looks for the ground state of the given
problem instance using concurrently thousands of clones.
Since spins can only have two values, we use a multi-spin
coding technique by packing values from different clones
into 32-bit words [24]. This allows to update 32 distinct
clones in parallel by using Boolean operations on the spin
words (we use the same random number for the 32 clones
in the same word). Moreover we use the natural thread
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parallelism, evolving different clones in each GPU core.
Finally, multiple GPUs can be used simultaneously by ex-
ecuting the same code with different random seeds. So, in
the end, we have three levels of parallelism: i) multi-spin
coding; ii) thread level; iii) multiple independent execu-
tions on distinct GPUs. Although the code is able to fit
the number of threads to the actual number of cores avail-
able on the GPU in use, most of the runs have been exe-
cuted on Volta 100 GPUs featuring 5120 cores. On those
GPUs, the total number of clones was Ncl = 327680.

One more crucial aspect of our GPU implementation
is the partitioning of variables in independent sets. In
this way, the spin update procedure can be performed in
parallel inside each independent set.

Further details on the GPU implementation,
on the optimizations and fine tuning of the
code are reported in the Supplementary Material
Supplementarymaterial.pdf (SM).

Numerical results. – We have been provided with
100 instances for different problem sizes. After some pre-
liminary runs, we decided to focus our attention on sizes
256, 512 and 640, that, once transformed back to the form
of a 3S3R model, correspond to N = 128, 256, 320.

The QG algorithm depends on a single parameter, w1,
which is the probability of flipping a variable entering in
one unsatisfied interaction and two satisfied interactions.
The other parameters are fixed: w0 = 0 (the ground state
is a fixed point of the QG algorithm) and w2 = w3 = 1
(the QG algorithm decreases the energy whenever possi-
ble). Our preliminary runs also served to optimize over
w1. In fig. 1 we show the mean TTS in a given instance of
size N = 256. The quadratic interpolation to the data es-
timates an optimal value w1 = 0.054(1), with a negligible
dependence on the problem size (at least for N ≥ 128).
So hereafter we fix w1 = 0.055. Although the QG algo-
rithm does not satisfy the detailed balance, we can as-
sociate a pseudo-temperature to the value of w1 by the
relation w1 = exp(−2/Trun), where the latter is the prob-
ability of flipping the spin in the Metropolis algorithm
running at temperature Trun. It is worth noticing that for
w1 = 0.055 we have Trun � 0.69, which is slightly above
the dynamical transition temperature Td � 0.51 [14].

Being the QG algorithm stochastic, the TTS is a ran-
dom variable whose probability distribution is often mea-
sured via its percentiles TTSp, defined by P[TTS <
TTSp] = p/100. The organizers of the 3-XORSAT com-
petition asked the participants to estimate the 99th per-
centile TTS99 for each of the 100 instances of a given size
and to report the median value (over the instances). This
is the time required to solve with 99% probability an in-
stance of median hardness. As we will discuss in detail we
are not confident that this is the best metric for evaluating
the performance of the proposed algorithms.

Most of our simulations have been executed on Nvidia
V100 GPUs running in parallel Ncl = 327680 clones. The
TTS for a single run of our QG algorithm is given by the
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Fig. 1: Preliminary runs on instance #38 of size N = 256
allowed us to estimate the optimal value w1 = 0.054(1) for the
only parameter of the QG algorithm.

Fig. 2: Cumulative probability distribution of TTS for 20 in-
stances of size N = 256.

shortest among the Ncl times each clone requires to reach
the solution. Under the assumption, that we have checked
numerically with great accuracy, that the cumulative dis-
tribution of the single clone time to reach a solution starts
linearly in the origin, we have that the TTS (the best of
the Ncl clones) is exponentially distributed as (see SM)

P[TTS > t] = exp(−t/τ). (2)

A check of the above equation is reported in fig. 2, where
we plot in a semilogarithmic scale the probability that the
TTS is larger than a given time t (in seconds) for 20 in-
stances of size N = 256. Data have been obtained running
the QG algorithm 1008 times and sorting the correspond-
ing 1008 values of the TTS. We observe that the expo-
nential distribution (which is linear in a semilogarithmic
scale) describes very well the data down to a small proba-
bility. A consequence of this observation is that the TTS
of our QG algorithm with a very large number of clones
can be perfectly described in terms of the single timescale
τ , the mean TTS, that depends solely on the particular
instance under study.

In fig. 2 the crossing of the data with the horizontal
dotted line determines the value of TTS99. We believe
that this is not the best estimate for the time such that
the QG algorithm finds the solution with probability 99%.
As a matter of fact, a better estimate, that is affected by
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Fig. 3: Different estimates of τ , the mean TTS, for the 100
instances of size N = 256.

much smaller fluctuations, is given by − log(0.01) τ . The
latter estimate is much more robust than TTS99 since it
is obtained from all the measured TTS values. Moreover,
TTS99 requires the execution of the algorithm at least
100 times, whereas τ can be safely estimated from a much
smaller number of measures.

In general, the value of TTSp can be better computed
via − log(1 − p/100)τ , after the values of τ have been es-
timated. In fig. 3, we plot for each of the 100 instances
of size N = 256 the mean TTS τ and three equivalent
estimates obtained from TTS50 (the median), TTS90 and
TTS99. For each instance, the four estimates are very
close, whereas they vary a lot when changing the instance.
A more careful inspection of the data in fig. 3 highlights
that the mean TTS τ is always in the middle of the group
of the four estimates, while the estimate based on TTS99
is sometimes far from the other. The above observations
suggest that using τ instead of TTS99 would provide more
reliable and stable results in the analysis of algorithms
performance.

Running with a short timeout. – What is the best
possible way to estimate τ? Obviously, having an un-
bounded computing power, one could simply execute the
search Nrun times and just take the average of all the TTS
values. But for a process that requires a computing time
growing exponentially with the problem size N , this naive
approach becomes soon unfeasible.

Nonetheless, we deduce from the data shown in fig. 2
and from the cumulative distribution in eq. (2) that runs
with a very short TTS always exist for any τ , although
they become very rare for large values of τ .

So we can adopt a different search strategy. Instead
of letting every run finish reaching the solution s∗ (that
sooner or later is found, since the dynamical process we
simulate is ergodic for finite N values), we can set a time-
out tmax such that the QG algorithm reports a failure if
the solution is not found in a time shorter than tmax.

This early stop strategy has several advantages. The use
of a timeout prevents very long runs: this is very useful,
not only because it stops in advance those unfortunate

Fig. 4: Estimates of mean TTS τ in all the 100 instances of
size N = 256 obtained from runs with a short timeout.

runs that would take an atypically long time, but also
because it makes all runs of a similar time duration (and
this is very useful when planning a large group of parallel
runs). More importantly, the algorithm with a timeout
can also be run for very large sizes, when the algorithm
without any timeout would take too long to finish. The
data for problems of size N = 320 have been obtained
with this strategy, and a sensible estimate would have been
otherwise impossible to get.

If the timeout tmax is much shorter than the mean TTS,
tmax � τ , only a small fraction of runs will find the solu-
tion. By running Nrun runs with a timeout tmax, we can
estimate τ from the number n of successful runs as follows.
The posterior distribution on τ given that we observe n
successful runs among Nrun is proportional to

P (τ | n) ∝ 1
τ

(
Nrun

n

)
(1 − e−tmax/τ )n(e−tmax/τ )Nrun−n,

where the factor 1/τ before the binomial coefficient is the
prior on τ and it is such that, before taking any measure-
ment, the probability measure is uniform on the variable
ln τ . Since tmax � τ we can simplify the posterior to the
following normalized distribution:

P (τ | n) =
T n

tot

(n − 1)!
e−Ttot/τ

τn+1 ,

with Ttot = Nruntmax being the total running time. Get-
ting an estimate of τ from this posterior distribution is
straightforward and the results are shown in fig. 4 for time-
outs of 5, 10 and 20 seconds.

We see from the data in fig. 4 that the estimates of τ
from runs with a rather short timeout are very accurate for
most of the samples: only for samples whose mean TTS is
almost 2 orders of magnitude larger than the timeout did
the estimate turn out to be larger, but still compatible
within error bars. In particular we notice that for the
median instance the estimates of τ (and thus of the 99th
percentile TTS99) obtained from runs with a very short
timeout are perfectly fine and allow to save a great amount
of time.
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Table 1: Values of the 99th percentile TTS99 for the median
instances of several sizes. All times are expressed in seconds.

From all runs From runs Timeout
N (no timeout) with timeout value

128 0.0275 ± 0.0005 – –
256 640 ± 20 700 ± 100 4.5
320 – 130k ± 30k 450
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Fig. 5: 99th percentiles TTS99 for the median instances of
several problem sizes.

We summarize in table 1 our best estimates for TTS99
in the median instance, and in fig. 5 we plot the values
reported in the table together with the best fitting expo-
nential growth, TTS99 ∝ exp(aN) with a = 0.0786(4).

Analytic prediction for exponent a in ln τ ∼ aN .
– Although the QG algorithm is heuristic and it does not
satisfy the detailed balance condition, we can still obtain
an approximate analytical estimate of the exponent a rul-
ing the growth of τ with N , assuming the dynamics takes
place in contact with a thermal bath at an effective tem-
perature Trun = −2/ log(w1). In thermal equilibrium, we
expect the time to visit the ground state s∗ to be re-
lated to the free-energy barrier between the paramagnetic
state and the ordered state around s∗. We need to com-
pute the free energy as a function of the magnetization
m =

∑
i si/N .

We consider a K-spin model on a K-regular random
graph (the model we simulated has K = 3, but it is worth
presenting analytic computations for a generic K value).
In order to set the magnetization to an arbitrary value,
we add an external field b to the Hamiltonian: H [s] −
b
∑

i si. Using the cavity method for sparse models [25–27]
we can write the free energy at temperature T = 1/β in
the following variational form:

−βf = log(Zi) + log(Za) + K log(Zai) − b m, (3)

Zi =
2 cosh(β(Ku + b))

(2 cosh(βu))K
,

Fig. 6: The free energy as a function of the magnetization at
different temperatures below the spinodal one.

Za = cosh(β)
(
1 + tanh(β) tanh(βh)K

)
,

Zai =
cosh(β(u + h))

2 cosh(βu) cosh(βh)
,

that needs to be extremized with respect to the external
field b and the cavity fields u and h. The saddle point
equations read

m = tanh(β(Ku + b)),
h = (K − 1)u + b,

tanh(βu) = tanh(β) tanh(βh)K−1.

(4)

The paramagnetic solution to eq. (4) has u = h = m = 0
and f = fpara ≡ − log(2 cosh(β))/β. The ferromagnetic
solution has u, h, m > 0 and it exists only for temperatures
T < Tsp, with the spinodal temperature given by

T −1
sp = min

x

{
atanh

[
tanh(x) tanh

(
(K − 1)x

)K−1
]}

.

For K = 3, we have Tsp = 0.980548, and, below this value,
we can compute the barrier separating the paramagnetic
and the ferromagnetic states.

In fig. 6, we plot βΔf = β(f − fpara) as a function of
the magnetization m for several temperatures below the
spinodal one. We notice that the ferromagnetic state has
always a higher free energy than the paramagnetic state.
Indeed this model has no thermodynamic phase transi-
tion, but only a dynamical transition at Td. Although the
ferromagnetic state never dominates the Gibbs measure in
the large N limit, we can estimate the time for reaching
it by thermal fluctuations via

τ ≈ τ0 exp
[
Nβ max

m
Δf(m)

]
,

where τ0 is a microscopic timescale that we expect to de-
pend mainly on the temperature and to diverge in the
limit T → T +

d .
In fig. 7, we show the free-energy barrier as a function of

the temperature, together with the relevant temperatures
discussed so far. The horizontal line corresponds to the
actual growing rate of the QG algorithm.

Several observations are in order. The analytic pre-
diction based on the thermodynamic free-energy barrier
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Fig. 7: The free-energy barrier that determines the growing of
the timescale to visit the ground state by thermal fluctuations.

β maxm Δf(Trun) = 0.0827249 is a very good approxima-
tion to the actual rate. According to data shown in fig. 7,
in principle a purely thermal algorithm could be even
faster, but the divergence of τ0 approaching Td implies
the existence of an optimal running temperature slightly
above Td. We believe that Trun used in our simulations is
close to such an optimal temperature.

Conclusions. – We have described the algorithm and
the strategy that are allowing us to rank first and well
above all the other contenders in the 3-XORSAT competi-
tion that asked to solve a very hard optimization problem.

Although finding the ground state to the 3S3R model
requires a time growing exponentially with the system size,
we have discussed the strategy that allowed us to reduce
the growing rate to a rather small value.

The detailed analysis of the running times that we have
carried out suggests that the dogma of measuring TTS99
for the median problem is not the best measure of al-
gorithm performance, as it requires enormous comput-
ing resources without any clear advantage with respect
to measuring the median TTS. The strategies discussed
above (cloning and restarting) avoid the longest runs and
make TTS99 of limited practical relevance. We propose to
rank algorithms according to the median TTS to solve the
hardest instances, given that fluctuations among instances
are far more severe.

The successful connection between the dynamical be-
havior of the QG algorithm and the thermodynamic bar-
rier of the 3S3R model suggests that the statistical physics
description of algorithms in terms of the energy landscape
is a key tool towards their full comprehension.
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